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ABSTRACT
This study addresses problems of reliability in the creation
of tagged corpora by self-selected semi-anonymous raters. In
order to account for both strong and weak raters, this paper
contributes a recursive technique for scoring rater reliability.
By assigning raters trust scores in the proposed method,
candidate labels can be weighted by a confidence score and
low-confidence ratings can be routed to an expert rater or
additional amateur raters for further action.

Categories and Subject Descriptors
H.1.2 [Models and Principles]: User/Machine Systems—
Human factors
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1. INTRODUCTION
One of the challenges in annotating digital work is rec-

onciling the breadth of the undertaking with the human re-
sources required for high-quality data. Such tasks can be
arduous and do not automate effectively. In recent years,
an alternative has emerged in the concept of crowdsourc-
ing: the large-scale collaboration of online users on a task.
Crowdsourcing is being used for perception-based tasks such
as classification and encoding, using multiple independent
annotations to balance out the trade-off in quality from ex-
pert raters.

Whether crowdsourcing with interested volunteers, such
as OCR correction for the Australian Newspaper Digiti-
zation Project[3], or paid workers, the inexperience of the
raters may result in problematic data and the act of open-
ing tasks to the public may attract malicious raters. When
compensation is involved, as is done with more tedious tasks,
it introduces an additional incentive to hurried or careless
tagging. For both volunteers and paid workers, systems need
to account for problem users.

This study looks at the reliability of online raters in the
generation of a tagged corpus. Specifically, raters are self-
selected and semi-anonymous paid workers, resulting in un-
known trustworthiness and reliability. To account for this
uncertainty, the primary contribution of this poster is a re-
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cursive algorithm that develops a trust score for users and
adjusts certainty in their ratings accordingly.

2. COLLECTING RAW ANNOTATIONS
The impetus for this study was a practical need: a gold

standard tagged corpus where one did not exist. In the au-
thor’s research on sentiment analysis of microblogging mes-
sages, a parallel corpus was required in order to build a
classifier. A set of microblogging messages were needed with
their sentiment classified, and the classifications needed to
be clean. Since the identification of an opinion’s sentiment
is a low-difficulty task, the primary challenge to clean data
was expected to be carelessness in providing ratings.

To collect the raw data, the documents requiring classifi-
cation were placed on Mechanical Turk.1 Mechanical Turk is
an online paid crowdsourcing service from Amazon that em-
phasizes micro-payments for piecemeal tasks. Past studies
on Turk have found that only a few redundant annotations
are required to reach expert quality [5] and that increasing
redundant labor offers diminishing returns [4].

From a large corpus of microblogging messages, random
selections were uploaded to Mechanical Turk for tagging.
Each tagging task included six messages asking for the opin-
ion expressed (e.g. ”What is the opinion of ’Obama’ in the
following tweet...”). The reason for including six messages
per task was threefold: to reduce page loads for high vol-
ume taggers, to discourage skipping of individual tasks and
lower selection bias, and to collect enough data to build a
trust profile for even a one-time tagger. There were five
possible ratings, three for classification—negative, neutral,
positive—and two for flagging—spam and incoherent.

To evaluate the quality of the Turk ratings, a parallel set
of classifications was tagged by the study author. Since iden-
tifying opinions is presumed to be a low-expertise task, the
assumption being made is that the threat to clean data is
not in a rater’s lack of expertise but in carelessness. Since a
system does not know who the contributing raters are until
ratings are made, there is a risk of what Bernstein et al. [1]
characterize as Lazy Turkers – workers that do the bare min-
imum. For this reason the evaluation standard was whether
the ratings agreed with a careful classification by the study
author.

2.1 Evaluating Annotators
In building a clean set of annotated data, this study ex-

plores the possibility of algorithmically ranking document

1http://www.mturk.com
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Figure 1: Distribution of Rater Classifications Rel-
ative to Evaluation Set

sentiment confidence and user reliability. Traditionally in
problems of inter-annotator agreement, one assumes equally
competent raters and tries measure their agreement on pos-
sibly divisive observations. Unlike agreement measures like
Fleiss’ kappa [2], however, this study makes an assumption
of unevenly reliable raters that rise beyond chance to be
systematically strong or weak raters.

The proposed technique weighs classification certainty by
employing a recursive technique. A confidence score Cij is
calculated for each classification category i of each document
j. Then, for every rater l in the system, a trust score Um

is calculated based on the confidences in that user’s ratings.
The confidence is calculated in the following way:

Cij = ln(1 + rijR
k ∗

∏
i=1

(R+ ri)
−1) (1)

Where rij is the number of votes that rating option i
received for document j, k is the total number of classifi-
cation possibilities and R is the total number of classifica-
tions, weighted to user reliability scores. R is calculated as
k∑

i=1

ri ∗
n∑

m=1

1
n
um, which is the number of ratings given for

all rating categories multiplied by the average of the user
scores for the raters. User scores are 1 by default, mean-
ing that initially, R is simply the number of raters that are
participating.

Though users rate in isolation, a user score derived from
that rating is not, as the unknown true rating means that the
accuracy needs to be estimated based on agreement. In or-
der to isolate a user’s reliability, the calculation of confidence
scores Cij is iterated, taking into account the trust score of
the raters, which are subsequently recalculated. Both the
user and confidence scores iterate until eventually arriving at
a stable value. Through the iterations, the trust in the raters
becomes less dependent on who rated documents alongside
them. In other words, if a good rater is unlucky enough to
disagree with two bad raters, they will not be punished be-
cause the system will consider them more reliable than the
bad raters.

Equation 1 was designed to satisfy a number of intuitively
derived characteristics. Consensus among raters is not uni-
form, meaning that 5/5 raters agreeing on a classification is

considered more confident than 3/3 agreements. However,
each new rater added to the classification task add a dimin-
ishing increase in confidence i.e. adding a 100th rater has
less of an effect over the ratings than adding a fifth rater.

After the confidence rating are calculated, user ratings are
set as the average of all confidence ratings plus a normaliz-
ing modifier κ. For this study, 0.35 has been effective as a
modifier, though more study into an ideal κ modifier is re-
quired. Once user scores are calculated, confidence ratings
are recalculated, with the user score modifiers reflecting the
average user scores for a given rating option.

Only ratings with a final confidence score above 0.8 are ac-
cepted, while others are queued for additional ratings. When
comparing this set of more reliable raters to the evaluation
set, the error rate fall noticable. Figure 2.1 shows the dis-
tribution of final rating votes in two plots – the top plot
shows votes made through majority agreement, while the
bottom plot shows the distribution of votes made using the
algorithm presented in this paper. Bars are grouped by the
‘true’ oracle rating and stacked according to the vote that
was made by the raters. In this way, the correct classifica-
tions are shown with a positive value, while the distribution
of incorrect classications stacks as negative values.

It should be noted that despite improvements in each cat-
egory, the accuracy of ‘incoherent’ and ‘noisy’ ratings is still
quite low. This suggests a flaw in the task design. These
two classification categories were identified with near-perfect
recall when using the iterative algorithm, but raters also
mislabelled many other items with the same categories.

3. CONCLUSIONS
This study outlines an iterative scoring algorithm for eval-

uating ratings of semi-anonymous users by the confidence of
their ratings. This algorithm appears to be robust, and con-
tinued work in this area will further evaluate the technique
against alternate approaches.
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